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More times than you might expect a group of smart people will be discussing the problems facing networking (usually in a bar after a long day of meetings).  They are all smart people and it is a lively discussion with good ideas being bantered about.  Usually there is a little frustration with the progress made that day and someone will say, “you know, if we could just get the right group of people in a room we could make some real progress on this!”  I know. I have done it myself (and carried it off rather successfully).

So here we are at the second Workshop on Internet Routing Evolution and Design (WIRED) with a great group of really smart people to see what we can do.  Not to throw cold water on this discussion, in fact, quite the opposite.  Rather than consider the usual tweaks and optimizations and to provide more than the usual bit stimulation, I will take the following position:

In 1974, as the ARPANet transitioned into the Internet, there were 7 unresolved issues left open, 7 issues that are at the core of networking.  Some were a learning experience (no one had ever built one of these) and our first attempt was less than satisfactory, some were issues we hadn’t had time to consider, some were surprises that needed more consideration and some were expediencies we had taken, as one must always do in any real project. Now these issues needed to be set right.  Briefly they were as follows:

Replacing NCP: It didn’t scale and we needed something else.
Cleaning up the Structure:  We had used this layered approach, but we hadn’t really worked it out. It was likely that the tight resources of the time were obscuring the right model.  We needed to find similarities rather than differences. 

The “Upper Layers:” We had 3 applications, but there had to be more to it.

Application Names and a Directory:  We had jury-rigged things to work for the time being, but a real network would need more.

Multi-homing: When Tinker AFB joined the ‘Net in ‘72 and wanted redundant host connections we realized we had a problem.

Location-Dependent Addresses:  Theory said that application names were location-independent, i.e. named what, and network addresses were location-dependent, i.e. named where. But what does location-dependent mean in a general graph? Certainly has to be route-independent.
Adopting Connectionless: This looked like a very good idea (and still does), but how does it and should it scale up? And what model would synthesize connection and connectionless. Not see them as oil-and-water, but degenerate cases of a more comprehensive picture.
We made a stab at the first one, but the choice was optimized for the world of 1974, it is showing its age and at this point is more of an impediment than a help. So, all of these are still open questions.  Over the last 30 years, the Internet has introduced one band-aid after another living on Moore’s Law to keep its problems at bay. Neither the IETF nor the research community, with one exception, has made any progress on these issues.  While some of these may not look germane to routing, I contend that they all are more germane than one might suspect.
Until these issues are resolved, any progress on routing will just be more band-aids.

